##Constructing variable age which contains 16 observations, i.e. the population size is 16.
	> age=c(234,241,233,227,251,227,242,239,241,238,230,246,231,243,238,276)
> mean(age)
[1] 239.8125   #mean age of the population


> set.seed(10165)

#repeatedly sampling at random from the age population a 100 times, where each of these 100 samples have a sample size of 3. Computing the mean of each individual sample and recording the means as a new variable a. Therefore, variable a contains a 100 observations.

> a=replicate(100, mean(sample(age, 3, replace=TRUE))) #replicate is the R command for repeated sampling

#representing variable a as a histogram. This is the sampling distribution of X-bar, i.e. a histogram presenting the results of sample means obtained through repeated sampling

> hist(a, main="Sampling Distribution of X-bar: Repeatedly Sampled 100 times", xlab="Means from Repeated Sampling", border="blue", col="green")

> mean(a)
[1] 238.5967
The mean of all sample means is 238.5967

 (
Recall that the expected value of the true sampling distribution will be equal to the true population mean. Thus, it is imperative to obtain a very accurate sampling distribution. 
One way to improve the accuracy of the sampling distribution is to increase the number of times we repeatedly sample from the population. 
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#repeatedly sampling from the age population a 10,000 times , where each of these 10,000 samples have a sample size of 3. Computing the mean of each individual sample and recording the means as a new variable b. Therefore, variable b contains 10,000 observations.
 
> b=replicate(10000, mean(sample(age, 3, replace=TRUE)))

#representing variable b as a histogram. This is the sampling distribution of X-bar, i.e. a histogram presenting the results of sample means obtained through repeated sampling

> hist(b, main="Sampling Distribution of X-bar: Repeatedly Sampled 10,000 times", xlab="Means from Repeated Sampling", border="blue", col="green")

> mean(b)
[1] 239.8973
The mean of all sample means is 239.8973 (getting closer to the true population mean)

 (
By increasing the number of times we are sampling from the same population, maintaining the same sample size of 3, we are gradually getting closer to the true sampling distribution of Sample Means (X-bar).
Remember: 
The mean of the true sampling distribution is equal to the population mean. 
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#repeatedly sampling from the age population a 1,000,000 times, where each of these 1,000,000 samples have a sample size of 3. Computing the mean of each individual sample and recording the means as a new variable c. Therefore, variable c contains 1,000,000 observations.


> c=replicate(1000000, mean(sample(age, 3, replace=TRUE)))

#representing variable c as a histogram. This is the sampling distribution of X-bar, i.e. a histogram presenting the results of sample means obtained through repeated sampling

> hist(c, main="Sampling Distribution of X-bar: Repeatedly Sampled 1,000,000 times", xlab="Means from Repeated Sampling", border="blue", col="green")

	

		> mean(c)
[1] 239.819






The mean of all sample means is 239.819 (getting even closer to the true population mean)

 (
This is now very close to the true sampling distribution of X-bar, where the mean of this distribution is approximately equal to the mean of the population. 
)[image: ]
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